
What Is Data Mesh?
Alessio Cesana · Following

14 min read · Oct 13

4

Intro

ne thing that always impresses me any time I start working with a new
customer is how often, when discussion starts driving around data, a

wide majority of stakeholders starts speaking of database tables. It is even
more impressing to consider that this approach is often driven by business
users. I heard countless times business owners saying that they need a given
set of tables and which kind of joins, group by and select they need to run
against them. What happens is that the focus is on the technical details
rather than the desired outcomes in terms of information set that the
solution should provide.

From a certain point of view, when we design the data architecture of a
solution, we are often lagging the state-of-the-art approach for software
design. It was common, in the old-fashioned waterfall model approach, to
have the same business owner telling its software development team that he
would need a function, a web application, a web service or a database.
Basically, it was not telling what he needed, but what the team should be
doing to realize the artifacts he thought he needed. There were several
issues with this approach, and I would like to focus on these ones:

Business owners are experts in their business domain, and they may not
be aware of state-of-the-art technical solutions. His vision of the required
artifacts can be far from the optimal solution.

Focusing too much on tasks, it is likely that the project will lose control
on what can add value to the solution, resulting in wasting effort to add
useless features.

Agile methodologies helped in fixing these behaviours: the focus of a project
is on business outcomes rather than tasks and time management. If a feature
brings value for the business owner, it will be implemented, and the
technical team will decide how it will be realised. I would emphasize the
role of the product owner, that focuses purely on business requirements and
provide the needed information to the team to make decisions. With agile
methodologies everyone is focusing on its strengths, and it is relevant only
what is adding value to the solution rather than the compliance to up-front
planning.

As we are going to see, the Data Mesh pattern introduces a new way of
thinking data artifacts, named Data Product, whose goal is to describe the
information set that should be provided by a system in business terms,
trying to put the focus on the what rather than the how. Moreover, the
pattern enhances a decentralized organizational model that separates data
producers, the users who can build Data Products, ideally business users,
from the infrastructure management function, responsible to build
technological blueprints, usually realised by IT teams. This model simplifies
the management of distributed data and enhances collaboration and reuse,
and grants the adoption of state-of-the-art technology to manage end-to-end
flows.

In the next paragraphs we are going to see:

The never-ending struggle between the centralized approach to data in to
keep everything under strict control and the creation of decentralized
silos to reflect the flexibility needed by business users.

How the data mesh approach can solve it clearly segregating the role of
the IT function, responsible to provide blueprints and standards and the
other functions, responsible to build data products using those
blueprints.

The Data Warehouse

From an architectural standpoint, I believe that anyone involved in the
definition of a data management system, is familiar with the classical data
warehouse architecture:

Figure 1 — Data Warehouse Architecture

At the beginning of the data flow, we have data sources which typically are
enterprise applications, providing structured data that it is moved into a
Data Warehouse (DWH) using an ETL process, that basically reshapes,
harmonizes, and centralizes the incoming data. Usually, the DWH does not
contain a replica of the source data, it only stores the result of the ETL
process; at times, to simplify debugging and problem solving, the last period
of analysis is stored in the DWH ingestion tables (it can be one hour of
information, one day, one month, etc. according to the business scenario)

In some cases, especially when data is complex, an additional layer, the Data
Mart, is introduced, with the goal of putting together data coming from
different DWHs or to reshape the data defined by DWH for an easier
consumption; for example, for a given set of reports, data can be reorganized
in a data mart (e.g.: defining a star-schema) so that it is more compliant with
the reporting framework technology.

It is common, for large international companies, to manage several physical
Data Warehouses:

Different countries can have different regulations and so they need to
shape the same information differently.

Some countries may require that data is not stored outside of the
country’s boundaries; with this scenario, only local warehouses are
admitted.

Different departments can shape the same information differently:
generally speaking, the way salespeople describe a customer can be very
different from the way accounting or financial departments do.

Different departments can have different data velocity requirements: in
transportation market, for example, the accounting team can be satisfied
with daily or weekly data updates, while operations need much faster
updates (even more times within the same hour)

So, even if the DWH patterns is ideally meant to build a unique data store for
the whole organization, there are several real-world scenarios that can’t
comply with this goal. To keep a balance, IT departments try to keep DWH
number at a minimum since DWH storage is often expensive, and expensive
software licenses are needed to run the database engine, so limiting the
infrastructure size helps in limiting the cost.

In any case, the classical DWH approach with data management brings these
issues:

It is often hard to find master data: for example, there can be dozens of
different software products within a large organization that can manage
customer information, each one which its own keys and attributes and it
may not be that simple to understand what information to take and
which to discard.

Once data is stored in the DWH tables, It is hard to understand the source
of the information: which are the data sources of the Table x? how they
collaborate to produce the final record?

Given the high integration with source systems, adding more data
sources can be complex and costly and can require long analysis and
implementation processes.

It may seem that having multiple simple Data warehouses, each one well
designed for specific areas, could be a better approach than having a single
shared and gigantic structure: I believe this is not far from the truth (and, by
the way, I’ve experienced this approach in many organizations).
Nevertheless, this design solution can imply a significant increase in the
overall cost, since it is likely that more database licenses will be required.

Information Distribution Across the Organization

Let assume to have a company, let’s call it “Contoso” which have, for
simplicity, a three-tiered organization:

L1: Enterprise

L2: Division

L3: Department

The enterprise is divided into Divisions, and they are split into Departments.
IT teams represents one of the Divisions. For data management purposes, IT
provides a centralised Data warehouse and some local data stores are
available to serve specific departments / divisions. To produce Enterprise
reporting, a data mart incorporating the central Data warehouse and other
business critical local databases has been developed. Any time the central
DWH needs to be updated, an IT project is started with an analysis stream to
understand business needs and impacts on the existing solution. Local
databases are often developed by a project sponsored by business
departments / divisions and realised by external suppliers. In these projects,
IT has a governance role, checking the compliance to company guidelines
and ensuring the quality of produced artifacts. After the go-live project
artifacts are incorporated in IT operations processes.

With scenario in mind, let us ask: what is it likely to happen any time a
department needs to analyse a new set of information?

In my experience, the requestor will have to face two options:

1. Add a new set of tables to the centralised data warehouse starting an
analysis project to identify needed data sources, possible overlaps, and
possible integration issues.

2. Start a new project with a supplier with the help of IT for the governance
to build a new local data warehouse to manage the new data.

Option 2 will generally be faster than option 1, but often would imply to
“reinvent the wheel” since it is likely that part of the data would already be
available in an existing solution, but reuse will be sacrificed for the sake of
speed. When there is enough time, Option 1 is likely to be selected. Iterating
this approach repeatedly, the result will look like the picture below.

Figure 2 — Data distribution across organization

Zooming out and looking at the picture from a companywide perspective, we
would see several data stores (data warehouses, databases, data lakes, etc.)
which holds information relevant at specific organizational levels: some can
store information useful for specific departments, others for specific
divisions, a few can hold information relevant across divisions or even for
the whole organization.

Given this, which is the enterprise level information? How can we build it? It
is likely that, according to the kind of analysis we would be running, a
different set of data stores would be selected; data would be transformed and
harmonized to have a common shape relevant at enterprise level. It is not
relevant the technical form of this upper level: it could be a data mart, a data
warehouse, a data lake, etc., regardless of its technical form, this level
represents the union of information spread across the company that has
value for the whole organization.

Distributed data

The Contoso example obviously does not perfectly match the situation of any
company in the world, but it is a good archetype of many companies, at least
the ones I’ve been working with in the past 15 years. There is a quote I like
very much and that could fit here:

Embrace reality and deal with it.

It is a fact, within complex organizations, that information tends to be
distributed rather than centralized and that, in many cases, business prefer
developing their own silos rather than cooperating to build centralized
platforms. It is outside of the scope of this writing to decide if this is right or
wrong, but it happens. Often, there is a struggle between IT departments,
that would like to centralize everything for the sake of governance, and
business users who want to de-centralize everything for the sake of speed
and flexibility.

Data mesh helps to find a balance between these two attitudes, distributing
roles and responsibilities across IT and business functions so to find a match
between IT governance and business flexibility. With this approach we wipe
away the technical details of how information is stored and the kind of
storage it is using (though there are some technical approaches to smooth
the adoption), describing it in business terms so that it can be
understandable by anyone in the organization: the focus is on the content.
To be more specific:

Each data artifact should have a clear owner, responsible for its
definition and content: anytime someone would like to understand its
purpose, it must be clear who he needs to reach out, the Data Owner.

Each data artifact should expose from which other data artifacts it is
taking data, said differently it must expose its lineage.

From an IT perspective, IT organization is responsible for two tasks:

1. It provides a set of policies and standards that are strictly required to
build artifacts. It is not relevant which one a team is using, but it must
comply with the standards. Said differently, IT function provides the
infrastructure to build contents, it defines architectural blueprints.

2. It monitors the produced artifacts, creating a data catalogue of all the
available contents within the organization, taking a census on Data
Owners and tracking the complete Data Lineage of every artifact. IT
function will use these data to enhance artifacts reuse across the
organization.

As discussed in the Contoso example, IT can be involved together with
external suppliers in the realisation of artifacts, but anyone of them will be
realised as a local project within a centralized infrastructure.

Data Mesh Architecture

Let us do a step back and define some key terms that will became useful
later; consider these two facts:

Every application, at least in the context of data management, produces
and consumes data: it can be in the application RAM, in files, databases,
data streams, etc.

Every time an application needs to share its data with another
application, we need to implement a data integration layer: usually, this
integration layer has the form of ETL / ELT pipelines, but it could be any
kind of transformation to make data coming from application A
understandable for application B.

With these two facts in minds, we can synthesize the data transfer to
application A to application B identifying application A as a Data Provider
and application b as a Data Consumer.

Figure 3 — Provider / consumer pattern

Data Provider: it represents the application who is generating the desired
data; data is expected to be known and owned by owner (usually the
application owner).

Data Consumer: it represents the application which is consuming data for
its own purposes within a specific context (it can be a company
organizational unit, a project team, etc.). A consumer can be a producer
as well.

NOTE: data integration is a complex topic and I assume that several
questions are growing in your mind:

Is data integration implying to copy data from provider to consumer?

What is it going to happen to application B, if we find out that data in
application A is wrong or corrupted?

Of course, data replication can result in the proliferation of local copies of
the same information, generating exponential storage consumption and
making error fixing dramatically complicated. It is outside of the scope of
this writing to investigate these details and the approaches we have at our
disposal. We dedicate a full writing to this topic in the future.

Basically, there is no escape from data integration. Regardless of the scope
and the goals for application A and B (they can be two business applications,
a business application and a data warehouse, etc.), we will need to integrate
them, so our focus should be on making this integration as easy as possible.
To leverage on this idea, we will name Data Product the information shared
in the integration. Let’s define some desirable key attributes of a data
product:

It should be available for broad consumption.

It should be expressed in common language (no technical names).

It should have a clear and well-known owner.

It should be aligned to its context.

It should not be conformed to specific needs of data consumers.

It should be decoupled from the source application data management
pattern.

It should be exposed directly from the source and not obfuscated via
other systems.

It should remain compatible from the moment created.

It should adhere to central interoperability standards.

It can be built on top of other data products.

Each one of these requirements would require a deep discussion, and we
will provide it in another writing.

The idea is to have an artifact provided by an identifiable owner capable of
providing meaningful information, without the need to know or understand
its source application technology or data structure. Said differently, a data
product is expressed by business terms and is generated to satisfy business
needs leaving all the technicality behind.

We said that each data product lives within a context: let’s name it Data
Domain. A data domain represents a set of people organized around a
common business purpose (they can be part of the same organizational unit,
of the same project, etc.) that generate data products that respect the above
requirements and the company quality standards.

Figure 4 — Data Domain / Data Product hierarchy

With this in mind, and remembering that a data warehouse already
consolidates data coming from source applications, we can rethink the data
distribution across the company as the production of data products by
different data domains:

Figure 5 — Domain Distribution across the organization

A Data Mesh architecture embraces the fact that data products are
distributed across the organization and provides tools and techniques to
have full control over produced artifacts and ensuring that the underlying
technology is compliant with company standards, respecting quality and
security standards and constraints. The focus is not on how to centralize
information flows into single storage or a limited set of storage, but to
enhance distributed contribution to company information growth in a
controlled environment, setting the rule of the game and providing ways to
wrap up information whenever a higher view is required. Said differently,
local teams can pick from a set of already certified tools the one they like the
most, to build data products that bring value to their business goals and
central teams have a way to recognize the produced artifacts and their
ownership, and they have a way to put everything together and build a
company level view of the produced information.

The Mesh is an aggregated view of domain specific data stores to produce a
higher level view of the information:

Figure 6 — Data Mesh architecture

For example, let us imagine that we need to build the financial statement of
the Contoso Corp. organization: the company is geographically distributed
with local subsidiaries, that are grouped in regions:

Each subsidiary must produce its own financial statement to comply with
local regulations, and we need to aggregate data by region and then we need
to have an enterprise level view. Each statement will be part of a domain and
defined by a set of Data Products that represent its core components. Let us
assume, out of simplicity, that each statement is a unique Data Product:

O

•ContosoCorp.
oNorthAmerica
•US
•Canada

•Europe
•Belgium
•...
•Spain

Search Write

https://medium.com/@alessio.cesana?source=post_page-----e37f02185da9--------------------------------
https://medium.com/@alessio.cesana?source=post_page-----e37f02185da9--------------------------------
https://medium.com/plans?dimension=post_audio_button&postId=e37f02185da9&source=upgrade_membership---post_audio_button----------------------------------
https://medium.com/?source=---two_column_layout_nav----------------------------------
https://medium.com/new-story?source=---two_column_layout_nav----------------------------------
https://medium.com/me/notifications?source=---two_column_layout_nav----------------------------------


Figure 7 — Mesh Example

The result will be a network of Data Products:

Each Data Product has a clear and defined Data Owner

The relationship of data consumption will define the Data Lineage of
each Data Product

With this approach we have defined a clean architecture with these benefits:

Whenever possible, each Data Product relies on already existing Data
Products, enhancing reuse, limiting the connectivity to source
applications (ERPs, CRMs, etc..) and centralizing data transformation and
cleansing logics.

Each Data Product has a clear owner: whenever there are issues with the
inputs provided by a Data Product, there is clear responsibility on who
should investigate the issue.

The adoption of a full lineage helps in identifying the end-to-end data
chain, explicating the source a Data Product is using to build its own
results. The full lineage also helps to understand the impacts of wrong or
corrupted set of information in one of the items.

Conclusion

In conclusion, we saw that even if technical approaches like data warehouses
tend to build central application solutions, in large organizations data
together with systems tend to be distributed across geographies and
organizational units. The Data Mesh architecture provides an approach to
smoothly manage de-centralized analytics platforms and data stores,
keeping a strict governance over policies and platforms.

At the same time, Data Mesh architecture, thanks to the concept of Data
Product, encourages the definition of well-defined and well-described
artifacts with a clear ownership that are ready for broad consumption and
describe in natural language. This helps business users to focus on the
information they need rather than the technical items required to build that
information.

In the next writing we will elaborate on these topics and in particular:

How can we organize Data Domains efficiently?

Is there any technological pre-requisite to adopt the Data Mesh
approach? In general, what is required from an organization to
successfully implement the pattern?

How can we handle the data integration pattern without creating
countless copies of the same data? Which strategies can we adopt?
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