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This write-up examines how two popular data platform development
approaches — Data Mesh and Data Fabric — can be effectively used together.
While some may already see how these approaches complement each other,
much of the existing content frames them as competing solutions. This blog
aims to counter that narrative by highlighting their synergy. Although there
is some content about their complementary nature, there is a lack of real-
world scenarios illustrating how they work together and the potential
challenges involved. Therefore, this piece will explore how to integrate these
approaches, real world scenarios for leveraging both, and the pitfalls to
avoid.

Disclaimer: The opinions expressed in this write-up are my own and do not
represent views of my past, current, or future employers. I mention
Microsoft Fabric several times, and since I currently work at Microsoft, this
may be perceived as a conflict of interest. I highlight Microsoft Fabric
because it is the only Data Fabric implementation I have experience with,
and I believe it effectively addresses its intended use cases.

This discussion is structured as follow:

1. Overview of Data Mesh

2. Overview of Data Fabric

3. Complementary nature of the two approaches

4. Real world scenarios to use Data Mesh and Data Fabric

5. Pitfalls to avoid

1. Overview of Data Mesh

General definition of Data Mesh goes something like “Data Mesh is a
decentralized approach to architecture that organizes data assets by specific
business domains, empowering domain teams to manage data as a product
and enabling self-service access across an organization.”. I find it helpful to
view these concepts through the lens of the key challenges they were
designed to address. Let’s explore the issues that drove creation of Data
Mesh.

Before Data Mesh, most organizations using cloud-based data platforms
relied on a single central platform to handle all use cases. While platform
maturity varied — some struggled with basic data lake management, while
others had separate platforms for each domain — a common theme was the
presence of a central platform team. This team managed all technical
responsibilities, which often led to various challenges as the platform scaled
to support growing number of use cases:

1. Delay is releasing new features and use cases : In a central platform team
model, all technical responsibilities fall on the platform team. This works
well when there are few use cases and low data maturity. However, as use
cases increase and business teams seek to explore more data assets, the
platform team’s backlog grows rapidly. They become stretched between
adding features to the foundational platform, supporting new and
existing use cases, and troubleshooting issues. This overwhelming
workload often leads to delays, negatively impacting the business by
preventing the realization of identified features and use cases.

2. Central platform team’s declining throughput & morale : As the central
team’s workload increases with more use cases and feature requests, they
prioritize delivering business value, leaving little time to improve their
tech stack. This creates a vicious cycle: the focus on immediate business
needs prevents tech improvements that could enhance efficiency. Over
time, this leads to longer response times for requests, and team morale
suffers as they face persistent complaints despite their hard work and
long hours.

3. Governance and tech debt take a back seat : As noted, the platform team
often operates in reactive mode, focusing on feature requests,
foundational updates, and troubleshooting. This leaves little time to
address technical debt or implement proper governance. The
consequences include deteriorating performance, rising unaccounted
costs, and security concerns due to improperly tracked data access
among possible others.

Data Mesh tackles these challenges by introducing the following principles:

1. Domain Ownership : Domain teams, such as Marketing and Finance, own
their data assets and the resources needed to extract value from them.
These resources include personnel like data engineers and data
scientists, as well as technology tools provided by the central team. This
setup allows domain teams to implement new features or use cases
independently, without relying on the central platform team, by
leveraging their own talent.

2. Data as a Product : Data Mesh promotes treating data as a product by
applying product management principles to data assets. A Data Product
includes datasets, metadata, supporting infrastructure, and delivery
mechanisms like APIs or streams. Data Products are categorized as either
ingestion (source-aligned) or consumption (use case-aligned). This
approach ensures efficient management, requiring each data asset to
serve a purpose or be decommissioned. Domain-owned product teams
build and maintain these Data Products using tools provided by the
central platform team.

3. Self-Service : A self-serve infrastructure allows domain teams to
independently build and manage their data products, interfacing with the
underlying cloud infrastructure of the data mesh platform. The
foundational platform team optimizes cloud services and open-source
software to enhance performance, compliance, and security, making
these tools easily accessible to data product teams through the self-serve
interface.

4. Federated Computational Governance : Governance is decentralized yet
standardized across the organization to ensure interoperability and
compliance with both organizational and industry standards. It is not an
afterthought; instead, it should be integrated into the initial planning and
supported by early use cases.

That’s Data Mesh in (a little more than) a nutshell.

2. Overview of Data Fabric

Data Fabric should be seen as a framework or technical design specification
that outlines an integrated set of tools for building a fully operational
modern data platform that enables centralized access to distributed data
assets. This comprehensive toolset addresses the needs of all platform
stakeholders, from data engineers, scientists, and analysts to business users.
Keep in mind, the challenges Data Fabric solves mostly pertain to
organization with large data estate. To understand Data Fabric in a bit more
depth, let’s talk about the problems that it solves.

1. Data stack sprawl : Managing a data estate becomes significantly
challenging when data assets and the tools used to manage them are
spread across various cloud platforms and on-premises systems.Key
issues include:
a. Tool Proliferation: The use of multiple tools for data ingestion, storage,
processing, and analytics leads to:
— Confusion and duplication
— Difficulty in tracking data lineage
— Challenges in demonstrating the business impact of data projects
— Potential security and compliance risks
b. Data Duplication: Datasets are often copied multiple times across
different systems, complicating efforts to find a single source of truth.
c. Lack of Standardization: Without standardized tooling, organizations
struggle to:
— Monitor costs and security effectively
— Enforce consistent quality standards across the data estate
— Increased licensing costs
d. Limited Cost Visibility: Obtaining a unified view of data estate costs is
rare due to:
— Lack of design-enforced cost tracking
— Poor integration between various tools and governance dashboards
This limited visibility hinders CTOs and CDOs in identifying strategic
investment opportunities and areas for cost optimization, making it
challenging to manage the data estate efficiently

2. Data/insight Discoverability : This issue primarily affects the business side
of an organization. Without a centralized hub for data asset discovery,
business users face significant hurdles:
a. Difficulty in exploring and accessing insights
b. Uncertainty about data accuracy, relevance, and timeliness
c. Limited ability to share progress on data assets across teams
This lack of coordination and transparency significantly hampers
experimentation and exploration, ultimately limiting the organization’s
ability to derive value from its data assets.

3. Complementary nature of two approaches — Mesh & Fabric

From our discussion, it’s clear that Data Mesh and Data Fabric serve
different purposes within the overall solution. Let’s explore this in the
context of the various layers that make up the final solution. While this isn’t
a standard framework, I find it helpful for understanding how these two
approaches work together.

Any software created to address a business challenge is just one part of the
overall solution. The complete solution requires much more, starting with
project sponsorship, clear business requirements, and more.

The diagram above illustrates relevant layers of the final solution,
categorized into four areas: business, technology & data, process, and
people. It also highlights the layers where Data Mesh and Data Fabric
operate.

Key points on the complementary nature of Data Mesh and Data Fabric:

1. Data Mesh and Data Fabric don’t compete with each other, but serve
different purposes in helping build the final solution.

2. The “People” layer overlap between Mesh and Fabric emphasizes the
need for skilled resources in both approaches.

3. Data Mesh informs Solution Architecture, Operating Model, and
Governance.

4. Data Fabric solutions (like Microsoft Fabric) implement the identified
architecture, governance policies, and self-serve functionality.

5. Specific module designs (e.g., streaming data pipelines) are dictated by
available Fabric tooling.

By leveraging both approaches, you can create a comprehensive solution
that benefits from the strengths of both Data Mesh and Data Fabric
methodologies.

4. Real world scenarios to use Data Mesh and Data Fabric

Now that we understand how Data Mesh and Data Fabric complement each
other, let’s explore real-world scenarios
a. Fresh Data Mesh implementation using Data Fabric: This scenario aligns
with our previous discussion, where each solution layer is addressed by the
appropriate approach. Start with a few key use cases to prioritize domain
teams and their data products.The foundational platform team will:

1. Implement a Data Fabric solution (e.g., Microsoft Fabric)

2. Establish key components such as security, compliance, and integrations
while enforcing Data Mesh architecture and federated governance

3. Provide a self-service interface for data product teams

The Data Product Teams will:

1. Utilize self-service tools to build products for data ingestion and meet
specific use cases.

2. Manage the features of their data products to ensure they deliver value
efficiently for targeted business cases.

3. Update their product tooling with upgrades, such as security patches and
performance improvements, provided by foundational teams.

This approach streamlines processes and allows engineers to focus on
delivering their use cases efficiently.

b. Augmenting existing Data Mesh platform with Data Fabric : Consider an
organization with an established Data Mesh platform supporting numerous
data products, along with additional databases both on-cloud and on-
premises. Given this extensive data estate, there has to be compelling
reasons to invest in a new technology. A couple of such use cases / reasons
could be:
1. In-discoverability of data assets stalling innovation : A key advantage for
mature data organization is their business folks are self motivated in
exploring data assets for insights to drive new features and products. With
organically grown large data estates, this task of self exploration become
exponentially more difficult due to issues around
— reliably discovering needed data asset,
— availability of tools to explore discovered data in context of each other
— tech expertise needed to configure and use avaialble tools

Data Fabric solution addresses these challenges with two key features:
a. Unified data view:
— Provides a single pane of glass for all organizational data assets
— Enables querying any dataset without copying, using data virtualization
(e.g., in Microsoft Fabric)
b. Self-service capabilities:
— Simplifies data exploration for non-technical users
— Includes AI-powered assistants (e.g., Microsoft Fabric’s Copilot) for
natural language queries and reporting
Addressing these discoverability challenges can significantly impact an
organization by enabling the identification of new product lines and revenue
streams.

2. Centralized Analytics Workspace : Assuming the Data Mesh platform
primarily serves business-aligned and source-aligned data products, the
organization could benefit from investing in an analytics workspace. This
workspace would enable the exploration and processing of all datasets —
whether on-premises, in cloud warehouses, or as data products — allowing
for analysis of data in relation to one another without the need to create
copies. In today’s age of AI, data is your most valuable asset, and having it
readily available for analysis can provide significant advantages to your
organization. Data Fabric solutions, such as Microsoft Fabric, are ideal for
implementing such a workspace because they:
— Provide a unified workspace without the need to configure individual
solutions to work together
— Enable seamless collaboration
— Offer AI integration to assist at every step
— Ensure built-in security throughout the process

Now that we made our case for including fabric in addition to DataMesh, the
implementation is a whole another story. If you’d like to hear about any
specific implementation detail, please feel free to comment below. Let’s do a
quick overview of pitfalls.

5. Pitfalls to avoid when leveraging both these approaches

The “Solution Layers” framework presented above offers a solid foundation
for understanding the appropriate use of Data Mesh and Data Fabric
together. When comparing these two approaches, it’s important to consider
which layer you are addressing. Below are some common root issues to keep
in mind:
1. Confusing decentralization in Data Mesh with centralization in Data Fabric:
Decentralization in Data Mesh refers to distributed ownership of data
products (data assets, tools, etc.). However, this does not preclude the use of
centrally managed technology to support these distinct data products. For
instance, in Azure, multiple data products owned by different teams
(decentralized) can all utilize Azure Data Factory (ADF) for data ingestion. In
such a scenario, a Data Engineering Center of Excellence (COE) can enforce
tenant-wide policies on ADF to manage data ingestion for all data products,
effectively centralizing technology management.
Similarly, Data Fabric solutions like Microsoft Fabric provide an integrated
set of tools for operations such as data ingestion, processing, storage, and
visualization from a centrally managed, one-stop-shop solution. Microsoft
Fabric extends this ‘central management’ concept by enabling access to and
processing of data stored on other systems without requiring it to be copied
into Fabric itself.
2. Governance : Data Mesh advocates for federated computational
governance, which is decentralized, while Data Fabric can offer
implementation of a more centralized governance model. This approach can
work well if you have only one Data Mesh platform implemented using a
single Data Fabric solution. However, for a diverse data estate with Data
Mesh implemented alongside existing data stores and platforms, it might be
better to consider a “catalog of catalogs” to enforce data estate-wide
governance. Additionally, the compatibility of existing governance tools with
the selected Fabric solution is another important consideration. The
ultimate goal should be to identify the best version of a governance model
that works for your organization and then determine the most effective ways
and tools to implement it.
3. Focus on solving the business problem not using a tool : I’m sure you already
know this but just wanted to call out the goal should not be to use Fabric and
Mesh together but to solve your problem in the best most cost efficient way.

Conclusion

In conclusion, I believe both these approaches can work together to drive
significant business value. If you have any experience with such
implementations, please reach out… I’d love to learn more. And, please feel
free to share any feedback. Thanks for reading!
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